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本书的第一部分包含两章。第 1 章主要介绍操作系统是什么，包括操
作系统如何为用户和程序员提供服务，这些服务使得我们不需要知道底层
神秘的细节就可以使用计算机，从而能够将精力集中于关注上层的问题求
解。这些问题可能是任意的，不仅包括我们通常考虑的计算活动，也包括
玩游戏、动态生成艺术作品以及检测汽车引擎性能的活动等。
第 2 章，关于操作系统概念、构件和体系结构提供一个初步的概观，
并介绍一些通用的术语，为读者学习本书第二部分更复杂的操作系统的相
关知识打下铺垫。
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操作系统是计算机的核心。操作系统（简称 OS）给用户和编程人员
提供服务，使得他们可以不用低级的、难用的硬件命令便能使用计算机。
它提供相关的统一的接口以访问与计算机交互的多种设备，从诸如打印
机和数码相机等输入输出设备到使得计算机能相互通信的有线和无线网
络组件等。它允许用户创建、管理、组织不同类型的文件。另外，大多
数现代操作系统都提供图形用户接口（GUI），以便给计算机用户提供易
用的接口。
1.1 节是简短的介绍，以说明操作系统的重要性以及在我们日常生活
中人们是怎样在计算机和许多电子设备中使用操作系统的。1.2 节是从技
术的视角来看为什么很简单的设备也包含操作系统。然后在 1.3 节讨论人
们对操作系统究竟做什么这一问题而存在的不同观点，导致产生不同观点
的原因是从用户视角和系统视角两个不同的视角来看操作系统，同时本节
也讨论了不同的用户对操作系统的不同需求，然后给出了简单的例子来阐
明对看似很简单的用户需求操作系统执行的一系列功能。1.4 节列出了一
些基本的术语和概念，并给出一些图形来阐述一个简单的操作系统的典型
组件。1.5 节简单讲述了操作系统发展的历史。1.6 节给出本章主要内容的
小结。
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1.1 INTRODUCTION
For many years, OSs were viewed by most people as uninteresting—except for
OS programmers and computer “nerds.” Because of a number of high-profile cases,
OSs have occasionally become front-page news in recent years. Suddenly, the OS
is seen by some as controlling all computing. There are very strongly felt opinions
about what constitutes good versus bad OSs. There is also quite a bit of disagreement about what functionality should be provided by the OS. While many people
(and some courts!) believe that one company dominates the OS market, others say
that the OS is increasingly unimportant—the Internet browser is the OS. In fact,
there is a very wide variety of types of OSs, and OSs exist at some level on every
conceivable computing device, including some that may surprise many people.
For example, handheld personal digital assistants (PDAs) have very capable,
complex, and flexible OSs. Most electronic devices that have some intelligence
have complex, yet easy-to-use OSs and system software to control them. The OS
that was once thought of as the arcane world of process management and memory
management techniques is now occasionally a conversation topic in cafés, bars,
and computer stores. Many people now seem to be experts—or at least have an
opinion—on OSs.

(Perhaps) Surprising places to find an OS:
Personal digital assistants
Cable TV controller boxes
Electronic games
Copiers
Fax machines
Remote controls
Cellular telephones
Automobile engines
Digital cameras

While we also have our opinions, we try to get behind the hype—generated
by marketing and salespeople as well as millions of opinionated users—in order
to explain the real systems. We also throw in our own opinions when needed and
explain why we hold these beliefs. We give many examples of currently used systems to demonstrate concepts and show what is good and bad about the various systems. We try to avoid the so-called religious issues, such as: Which is the better OS:
Windows or Mac-OS? Or are UNIX and its variations such as Linux better than
both? Instead, we point out how these systems came about and what they provide to
users and programmers.
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Increasingly, certain parts of the OS—particularly those handling user and
application program interaction—are visible to users and programmers and often
may be critical in marketing a computer or electronic—or even mechanical—
device. Buyers are becoming very critical and have higher expectations of what the
OS should provide them. More than ever before, the system must not only provide
new features and be easier to use but it must also support those old features and
applications that we are used to. Of course, as we add new devices—video devices
and disks, high fidelity sound, and wireless networking, for example—we want the
system to easily adapt to and handle those devices. In fact, a good OS architecture
should even allow the connection of new devices that were not yet available and
may not even have been thought of when the OS was created!

1.2 WHAT ARE OPERATING SYSTEMS ALL ABOUT?
In this section, we give a simple example—a simple handheld game system—to
illustrate some of the basic functionalities that an OS should provide.
Think about a handheld electronic game system, one that is very cheap but has a
small screen, a few buttons, and several games. Although this game system might not
require an OS, it probably has one. The main reason is to consolidate the common
functions needed by the various games installed on the game system.
The games typically have some common parts. For example, each game needs to
get some input from the buttons, and to display something on the screen. While those
actions sound easy, they do require some not-so-simple software programming. Getting the input from a button—that sounds easy. Well, except that the user may push two
buttons at once—what then? It is also likely that a cheap game does not use sophisticated and expensive buttons, so there is electronic noise that may distort the signal
coming in—how should the games deal with that? The easy solution is to handle each
of these common issues in one, single place. For example, all button pushes can be read
in, have any noise cleaned up, and so forth in a single software routine. Having a single
read-the-button software routine has the advantage of providing a consistent user interface—all games treat button input in the same way. It also allows the routine to occupy
space in only one place in system memory instead of occupying space in each individual game. And where should that read-the-button software routine be placed? It should
be in the OS—where every game that needs to read a button can call this routine.
The OS should also handle unexpected events. For example, a user may quit a
game in the middle (when losing) and start another game. No reboot of the game system should be necessary. The user’s need to switch from game to game (task to task)
is natural and expected. In fact, users (5-year-olds) may push buttons at unexpected
times and the screen should continue to be updated (refreshed) while the game is being
played—even while waiting for a button to be pushed. This is called asynchronicity,
which can be defined informally as the occurrence of events at random or unexpected
times—a very important feature in even simple systems like a handheld game.
Several important OS concepts are part of this game system: When a game is
started, some part of its software may be loaded into memory, whereas other parts
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may have been preloaded in ROM (read-only memory) or fixed memory1; dynamic
memory is reserved for use by the game and is initialized; timers may be set. All on
a cheap (but fun) game! What more does one expect from an OS?

1.3 USER VERSUS SYSTEM VIEW OF AN OS
You have probably heard the old adage; “There are two sides to every question.”
(Maybe that should be “two or more sides.”) The idea is that trying to look at some
question from different perspectives often helps our understanding. One of the important methods to learning something new is to view it from different perspectives. For
an OS, the two most important perspectives are the user view and the system view.
The user view pertains to how users or programs—programs are the main users
of the OS—utilize the OS; for example, how a program reads a keystroke. The system view pertains to how the OS software actually does the required action—how it
gets keystrokes, separates out special ones like shift, and makes them available to the
user or program. We present OS facilities, concepts, and techniques from both user
and system points of view throughout the book. First, we elaborate on the different
types of users and their views of the OS.

1.3.1 Users’ views and types of users
The term user is often too vague—especially for persons whose role in computing
is so critical—so it is important to first describe the various types of users. Trying to
pin down the role of a user of an OS is not simple. There are various types of users.
We primarily want to distinguish among end users, application programmers, system
programmers and system administrators. Table 1.1 lists some of the most important
concerns about what the OS should provide for each of the three main types of users.
Of course, there is some overlap among these concerns. We are merely trying to
show how those viewpoints sometimes diverge. Further complicating the issue is
that sometimes users fit into several of the roles or even all of them. Such users often
find themselves having conflicting needs.
Application Users (or End Users)—this group includes all of us, people who
use (or run) application or system programs. When we use a word processor, a web
browser, an email system, or a multimedia viewer, we are a user of that application.
As users, we expect a quick, reliable response (to keystrokes or mouse movement),
a consistent user view (each type of command—such as scrolling or quitting an
application—should be done in a similar manner), and other features that depend on
each specific type of OS. Other needs are listed in Table 1.1. In general, this group of
users is most often called simply users, or sometimes end users.
Application Programmers—this group includes the people who write application programs, such as word processors or email systems. Programmers are very
demanding of the OS: “How do I read and write to a file?”, “How do I get a user’s
keystroke?”, and “How do I display this box?” are typical questions programmers
1
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TABLE 1.1 Concerns of Various User Classes
End Users

Easy to use and learn
Adapts to user’s style of doing things
Lively response to input
Provides lots of visual cues
Free of unpleasant surprises (e.g., deleting a file without warning)
Uniform ways to do the same thing (e.g., moving an icon or scrolling down a
window—in different places)
Alternative ways to do one thing (e.g., some users like to use the mouse,
others like to use the keyboard)

Application Programmers

Easy to access low-level OS calls by programs (e.g., reading keystrokes,
drawing to the screen, getting mouse position)
Provide a consistent programmer view of the system
Easy to use higher-level OS facilities and services (e.g., creating new
windows, or reading from and writing to the network)
Portability to other platforms

Systems Programmers

Easy to create correct programs
Easy to debug incorrect programs
Easy to maintain programs
Easy to expand existing programs

System Managers and
Administrators

Easy addition or removal of devices such as disks, scanners, multimedia
accessories, and network connections
Provide OS security services to protect the users, system, and data files
Easy to upgrade to new OS versions
Easy to create and manage user accounts
Average response is good and predictable
System is affordable

ask when learning to use a new OS. The facilities that the OS provide are the programmers’ view of the OS. Sometimes they are called system calls or an API (application program interface). They may also appear as language library functions or
sometimes just as packages of classes. Programmers also want the software they
develop to be easily ported to other platforms.
Systems Programmers—these are the people who write software—either programs or components—that is closely tied to the OS. A utility that shows the status
of the computer’s network connection or an installable driver for a piece of hardware
are examples of systems programs. Systems programmers need to have a detailed
understanding of the internal functioning of the OS. In many cases, systems programs need to access special OS data structures or privileged system calls. While OS
designers sometimes are concerned with portability to other platforms, often they
are not—they are charged with developing a specific set of functions for a specific
platform and portability is not a concern.
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System Administrators—this group includes the people who manage computer
facilities, and hence are responsible for installing and upgrading the OS, as well as
other systems programs and utilities. They are also responsible for creating and managing user accounts, and for protecting the system. They need to have a detailed
understanding of how the OS is installed and upgraded, and how it interacts with
other programs and utilities. They must also understand the security and authorization features of the OS in order to protect their system and users effectively.

1.3.2 System view
The system view refers to how the OS actually provides services. In other words, it
refers to the internal workings of the OS. This is a less common view. Often only a
few people, the OS designers and implementers, understand or care about the internal workings of an OS. Indeed this information is often considered secret by companies that produce and sell OSs commercially. Sometimes the overall workings of
major parts of the system—management of files, running of programs, or handling
of memory—may be described to help programmers understand the use of those
subsystems. In some cases, the whole source code for an OS is available. Such systems are known as open source systems.2
The majority of this book is concerned with the how—how does the system run
a program, create a file, or display a graphic. To understand the actual “how”—the
internal details—we describe algorithms and competing methods for implementing OS functions. We now illustrate the system view (or views) with two examples:
tracking mouse and cursor movement, and managing file operations. Although these
examples may seem a bit complex, they serve to illustrate how the OS is involved in
practically all actions that are performed by a computer user.

1.3.3 An example: moving a mouse (and mouse cursor)
While the movement of a mouse pointer (or cursor) on a screen by moving the
mouse (or some other pointing device such as a pad or trackball) seems straightforward, it illustrates the many views of an OS. Figure 1.1 illustrates this process. When
the pointing device is moved, it generates a hardware event called an interrupt,
which the OS handles. The OS notes the movements of the mouse in terms of some
hardware-specific units—that is, rather than millimeters or inches the readings are in
number of pulses generated. This is the low-level system view. The actual software
reading the mouse movements is part of the OS, and is called a mouse device driver.
This device driver reads the low-level mouse movement information and another
part of the OS interprets it so that it can be converted into a higher-level system
view, such as screen coordinates reflecting the mouse movements.
On the “other side” or view is the question, What does the user see? The user’s
view is that the cursor will smoothly move on the screen and that as the mouse moves
greater distances faster, the screen movement will appear faster too. In between these
2
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FIGURE 1.1
The cursor tracking
mouse motion.

Bus

Video
Controller

Cursor
motion

Mouse
Controller

Mouse
motion

Application
Program
Device
Drivers
Interrupt
Routines
Memory

views is the application programmers’ view, How do I get the mouse movement
information in order to use it and display it in my application? Another issue is how
this information on mouse movements is presented to the application programmer.
This is the higher-level system view mentioned earlier.
And to complete these views a bit let us return to the system’s view, Which
application gets this mouse movement if there are multiple open windows? The
mouse movements may need to be queued up if there are multiple movements
before the application retrieves them. The movements may even be lost if the OS
is busy doing other things—for example, loading a Web page through a network
connection—and cannot receive the device driver’s input in a timely manner.

1.3.4 Another (bigger) example: Files
Sometimes the most critical end user’s view of an OS is the file system—in particular, file names. Can file names contain spaces? How long can they be? Are upperand lowercase letters allowed? Are they treated as different or the same characters?
How about non-English characters or punctuation? An OS may even be called good
or bad simply because long file names are not used or the difference between upperand lowercase characters is not distinguished.
In the application programmer’s view, the file system is a frequently used,
critical part of the system. It provides commands for creating a new file, using an
existing file, reading or appending data to a file, and other file operations. There
may even be several different types of files provided by the system. The system
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TABLE 1.2 The Steps in Copying a File from a CD to a Hard Disk
Check for file on CD
Check for file on hard disk—confirm overwrite
Create file name in hard disk directory
Find space for file on hard disk
Read data sectors from CD
Write data sectors to hard disk
Update hard disk directory
Update hard drive space information
Do all this in seconds (or less!)

view of the file system is so large it is usually divided into subparts: file naming and
name manipulation (directory services), file services such as locating and mapping
a file name to its data (file allocation and storage), trying to keep parts of open files
in main memory to speed up access to its data (file buffering and caching), and the
actual management of the storage devices (disk scheduling).
For example, suppose that a user types the name of a file to be copied from a CD
to a hard disk. The program may first need to see whether that file exists on the CD,
and if it would overwrite a file with that name on the hard disk. The OS then needs to
create an entry for the file in the hard disk directory, find space on the hard disk for
storing the data, and find and get the data from the CD, which has been recorded in
pieces (sectors) that will be copied. And all this should be done in a few seconds or
even a fraction of a second! See Table 1.2.

1.4 SOME OS TERMS, BASIC CONCEPTS, AND ILLUSTRATIONS
We now list and define some important OS concepts and terms. Then we give some
diagrams to illustrate these concepts.

1.4.1 Basic terminology
Operating System (or just System). Although we can give different definitions
based on the different views of an OS, the following informal definition is a good
starting point: The OS is a collection of one or more software modules that manages
and controls the resources of a computer or other computing or electronic device,
and gives users and programs an interface to utilize these resources. The managed
resources include memory, processor, files, input or output devices, and so on.
Device. A device is a piece of hardware connected to the main computer system

hardware. Hard disks, DVDs, and video monitors are typical devices managed by
an OS. Many devices have a special electronic (hardware) interface, called a device
controller, which helps connect a device or a group of similar devices to a computer
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system. Examples include hard disk controllers and video monitor controllers. There
are many types of hard disk controllers that usually follow industry standards such
as SCSI, SATA, and other common but cryptic acronyms. Device controllers are the
hardware glue that connects devices to the main computer system hardware, usually
through a bus.
Device driver. A device driver is a software routine that is part of the OS, and is used
to communicate with and control a device through its device controller.
Kernel. This term usually refers to that part of the OS that implements basic functionality and is always present in memory. In some cases the entire OS is created as
one monolithic entity and this entire unit is called the kernel.
Service. Services are functions that the OS kernel provides to users, mostly through
APIs via OS calls. These services can be conveniently grouped into categories based
on their functionality, for example, file manipulation services (create, read, copy),
memory allocation services (get, free), or miscellaneous services (get system time).
The key to a programmer’s understanding a system is to understand the OS services
it provides.
Utility. These are programs that are not part of the OS core (or kernel), but work
closely with the kernel to provide ease of use or access to system information. A
shell or command interpreter is an example of a utility. The shell utility provides
a user interface to many system services. For example, user requests such as listing
file names in a directory, running a program, or exiting (logging out), may all be
handled by the shell. The shell may invoke other utilities to actually do the work; for
example, directory file listing is sometimes a utility program itself.

1.4.2 How about some pictures?
Figure 1.2 is a simplified view of a small personal computer showing some basic
devices connected to the computer memory and CPU (processor). The OS program
(or kernel) will include various device drivers that handle the peripherals (devices) of
the system under CPU control. For example, part of the contents of memory may be
transferred to the video controller to be displayed on the monitor, or the contents of a
part of the disk (a sector) may be transferred to the disk controller and eventually to
memory (for a disk read operation).
Figure 1.3 is a simplistic view of part of an OS. The OS controls (or manages)
the system resources: it controls the disks, keyboards, video monitor, and other
devices. It controls allocation of memory and use of the CPU by deciding which program gets to run. It provides services to the shell and other programs through the use
of system calls. It also provides an abstraction of the hardware by hiding complex
details of hardware devices from programs.
Figure 1.3, a common one used to illustrate OSs, is a logical view, not a physical one. For example, the OS kernel physically resides inside the memory unit and
it is running (executing) on the CPU. Thus, the arrows between the kernel—which
is software—and the devices—which are hardware—represent a logical control, not
physical.
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FIGURE 1.2
Hardware: A very
simplistic view of
a small personal
computer.
(Note: This picture is too
simple. In reality there
are often multiple buses,
say between video and
memory. We will get to
more detailed pictures in
the Appendix.)
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FIGURE 1.3
A simplistic view
of the OS software
in relationship to
hardware.
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Figure 1.4 represents a layered view of the OS, where the outermost circle represents the utilities/applications layer that accesses the OS kernel layer, which in turn
manages access to the hardware layer.

1.4.3 Closer to reality: A personal computer OS
Figure 1.5 shows more detail of a simple OS for a personal computer or PC. The OS
has two additional components that were not shown in Figure 1.3: device drivers
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FIGURE 1.4
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FIGURE 1.5
The PC (small
system) model
of an OS.
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and a BIOS (Basic Input/Output System). The BIOS abstracts the hardware—that
is, the BIOS manages common devices, such as keyboards, basic video, and the system clock. This allows the main or higher-level part of the OS to deal with all devices
of the same type—for example, all keyboards—in the same way. Thus, the OS kernel
does not change whether a keyboard has 88 keys, 112 keys, or some other number,
or even in cases where keys may not appear where they might on different keyboards
because of different language characters or accent keys. Device drivers also provide
a similar abstraction to similar devices. For example, a DVD device driver can be
supplied by a device manufacturer to provide an abstract or common view of the
DVD device to the OS, so that the OS does not have to vary with every idiosyncrasy
of DVD drives, regardless of the manufacturer.
The next section elaborates further on why it is important to provide abstraction
layers when designing an OS.
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1.4.4 Why the abstraction layers?
Good question. Early in the days of personal computers, computer hobbyists had
fun assembling and building the hardware and getting simple programs to work,
usually written in assembly language or machine language. This was a good learning tool for some, but programming was very tedious. But people wanted to enjoy
the experience of writing more interesting and therefore larger and more complex
programs. So better tools were needed. These tools include easy-to-use editors and
compilers or interpreters for high-level languages. For end users, the desire was
to use the computer as a business or productivity tool. These users needed word
processing, spreadsheets, and communication software. Certainly there were many
very dissimilar computer hardware systems being built. But there were also a number of similar, but not identical, computers, built by many manufacturers. These
systems might either have the same CPU from the same CPU manufacturer, or use
a compatible CPU that had the same instruction set. However, they may have video
devices that were quite different. For example, one system might have a terminallike device attached to a serial port, whereas another might have a built-in video
controller with many capabilities for advanced graphics. Keyboards would typically
differ in function keys or “arrow” or cursor movement keys, with other keys being
added or missing.
In order for programmers to be able to create programs that would run on these
different systems with minor or no changes required to the program when moving it
to a different system, the OS provided the same interface to the hardware for all the
different devices supported by that OS. For instance, a program could read a keystroke from a keyboard regardless of what type of keyboard it was by a system call
to read a key. The OS would take care of translating the keys which were in different
places on different keyboards or which were coded differently.
To avoid the complexity and cost of having different versions of the OS for different keyboards, different video monitors, different disks, and so forth, the OS was
split into a part that was adapted to the different hardware devices (the BIOS and
device drivers) and a part that remained the same for all hardware (shown as the kernel in Figure 1.5). This technique of dividing complicated work into several layers,
or levels, is an established software technique used in large and complex software
systems including OSs. Thus, adapting an OS to a new compatible computer system
with different devices involved changing (or writing) a BIOS but using the same
module for the rest of the kernel and the same programs and utilities. This was a very
attractive idea for everyone—users, manufacturers, and OS writers.
A problem arose when a computer peripheral manufacturer (e.g., a video card
manufacturer) designed a new device and wanted to sell it to users so they could
upgrade their computer to newer hardware designs. Often the existing BIOS in
the computer was installed in ROM (read only memory) and would be difficult
and expensive to replace. The solution to this problem was the creation of a modifiable BIOS by allowing device drivers to be loadable at the time the OS was
loaded into memory. Having BIOS code that could be replaced when the system
was booted allows adding new features to the computer or replacing features in
the BIOS with new software and perhaps supporting new functions on existing
hardware.
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1.5 A SMALL HISTORICAL DIVERSION
We close this chapter with a historical perspective on how OSs were developed, and
the different views about what type of functionality should be included in an OS. We
give a more detailed historical timeline of OS development at the end of Chapter 3,
after we have introduced some additional concepts.

1.5.1 Origins of operating systems
Before personal computers there were of course many larger computers. Early on
these machines were very large and very expensive, but by modern standards primitive, and there were few programmers. Programs were limited in their capabilities
because main memory was quite small, the CPU processors were very slow, and only
a few simple input and output devices existed. A typical early computer system may
have had a few thousand words3 of main memory, a processor that executed several
thousand instructions per second, and a Teletype4 device for input/output. The limited capabilities of these early computers required very careful and well-thought-out
programs which were mostly written in the basic machine code of the computer,
machine language or assembly language.
These programs were amazing in that in a few hundred or thousand machine
instructions they accomplished a tremendous amount of work. But they all faced
similar needs: How can a program print some output? How can a program get loaded
into memory to begin execution? These needs—the need to load programs into
memory, to run a program, to get input and produce output—were the impetus for
creating early OSs. At those early times the few programmers on a system knew each
other and would share routines (program code) that had been debugged to simplify
the job of programming. These shared routines (e.g., “print the value in register A on
the Teletype”) would eventually be combined into a library that could be combined
(linked) with an application program to form a complete running program.
These early computers were single-user systems. That is to say that only one
user—and one program—could run at any one time. Typically programmers would
reserve the use of the computer in small blocks of time—perhaps increments of
10–15 minutes. A programmer would use this time to run or debug a program.
Because computers were expensive and computer time was very valuable, often bigger blocks of time were available only in the middle of the night or early in the morning when things were quieter, few managers were around, and one could get much
more done than in the daytime. This tradition, started in the early days of computing,
is one of the few that has lasted until today!
The programs, once written and assembled, were linked or bound with utility
routines for input, output, mathematical functions,5 printout formatting, and other
3

A word was typically six characters, but differed from system to system.
A Teletype is an electromechanical printer and keyboard, built for telegraphy, that could print or type at
a speed of a dozen or so characters per second.
5
Early computer hardware often did not have instructions for complex mathematical and even arithmetic
operations—for example, long division—so these operations were implemented in software utility routines.
4
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FIGURE 1.6
An application
program with a
loader and OS-like
utilities.
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common tasks, into an executable program ready to be loaded into memory and run.
The program might be stored on punched paper tape or punched cards. The computer
hardware would know how to start reading from the input device, but it would only
load the first card or the first block of the tape. So that block had to include a small
routine that would be able to load the rest of the application into memory. This short
routine is called a loader. The loader would in turn read the programmer’s executable program and put it and the needed utility routines into memory at a specified
location, usually either the first memory address or some special fixed location. Then
it would transfer execution—by a branch or “subroutine” call—to the program it
had loaded. The loadable program tape or card deck might look as illustrated in
Figure 1.6.6 The END delimiter tells that loader that there are no more routines to be
loaded since there might be data records following the routines.
As programmers had time to develop more utility routines, the loader grew more
sophisticated. Loaders were soon able to load programs that had been translated
(compiled) from higher-level programming languages. As the size of loaders, utility routines, and users’ programs grew, the card decks or paper tapes became very
large (and it became unfortunately common to drop a card deck or tear a paper tape).
These loaders and utility routines would become the beginnings of early OSs, which
were then often called monitors.

1.5.2 What should an Operating System do (or what should
it support)?
From the early days of computing until today there has been a fierce debate—
ranging from polite discussion to a political or almost religious argument—about
what an OS should do. The two extreme views of this debate could be called the
maximalist view and the minimalist view. The maximalist view argues that the OS
should include as much functionality as possible, whereas the minimalist view is that
only the most basic functionality should be part of the OS. From the early systems,
the question started: “Should all the routines for input and output be included in my
program? I don’t even read from the card reader.” Including too many routines—any
that are not necessary—makes the memory available for my program smaller, and
it is too small to begin with. How can one get just what one needs? Mathematical
routines such as programs for performing floating-point arithmetic could be done
once in the OS rather than separately included in each user’s program. But then
every program incurred the overhead of the extra memory occupied by these routines
in the OS, even programs like accounting applications that did not use floating point
arithmetic.
6
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In more recent times the debate concerning what to include in an OS continues.
For example, a user-friendly OS interface is now commonly considered to have
a pointing device—such as a mouse, trackball, or pad—and some type of screen
windowing with pull-down menus. Whether that interface should be a part of the
OS—thus giving all applications a similar “look and feel,” or part of the shell—to
allow each user to decide the particular look they want is one of the current issues of
the debate about what the OS should include.
To be fair, like many hotly contested issues, both maximalist and minimalist sides have a point. The historical trends are not clear. Newer OSs have been in
some cases smaller, simpler, and more configurable and in other cases exactly the
opposite—larger, more functional, and more constraining. This issue of what functionality should go where (in the OS kernel or not) has created different design
possibilities for OSs, as we discuss further in Chapter 2.

1.6 SUMMARY
In this chapter, we first introduced some of the
basic functionality of operating systems. We gave
a few simple examples to illustrate why OSs are
so important. Then we discussed the different
views of what an OS does by looking at the OS
from two perspectives: the user’s perspective and
the system’s perspective. We then presented some
basic terminology and concepts, and provided some
figures to illustrate typical components of simple

OSs. Next we began to look at a few architectures
that are commonly used to actually create OSs and
discussed the very idea of abstraction that is so
fundamental to the successful design of OSs. We
concluded with a brief historical perspective on the
origins of OSs.
The next chapter gives an overview of the major
components of an OS and discusses the architecture
alternatives in more detail.

REVIEW QUESTIONS
1.1 Give a one-sentence definition of an OS.
1.2 Since most of us are not going to be writing an OS,
why do we need to know anything about them?
1.3 Give three reasons why a simple device such as a
handheld electronic game probably contains an OS.
1.4 What is the primary difference between a user
view of an OS and a system view?
1.5 What are the four different classes of users that
were discussed, and what aspects of an OS are
they mostly interested in?
1.6 The chapter discussed how the different users are
supported from the system view. Two examples
were presented, moving a mouse and file systems.
Consider another aspect of an OS and discuss how
the system view works to support the three different classes of users.
1.7 Should OSs be proprietary so that the manufacturers will be able to make enough profit to continue
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1.8
1.9
1.10
1.11
1.12
1.13

their development or should the internals and specifications of OSs be open for all users to know?*7
With respect to the study of OSs, how is a controller best defined?
What is the general principle of abstraction?
What are some of the reasons why we want
abstraction in an OS?
Distinguish between an OS and a kernel.
Describe briefly the origins of OSs on the early
large mainframe systems.
Should the characteristics of a windowing interface—the factors that determine its look and
feel—be a part of the OS kernel or part of the
command shell?

* Note to instructors: Don’t use this question as part of the class
unless you have nothing else to talk about for the day.
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