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with “3D tracking” of the three-dimensional position or the six-dimensional pose (position
and orientation) of real entities, as opposed to the idea of tracking two-dimensional objects in
image space, which is common in traditional computer vision.
Calibration is the process of comparing measurements made with two different devices, a reference device and a device to be calibrated. The reference device can be replaced with a known
reference value or, for geometric measurements, with a known coordinate system. The objective is to determine parameters for using the device to be calibrated to deliver measurements
on the known scale. For AR, we need to calibrate the components of the AR system, especially
the devices used for tracking.
While tracking means performing measurements continuously, calibration is usually carried out
only at discrete times. Depending on the measurement system, calibration may be done just
once in a device’s lifetime (typically during or after manufacturing), every time before commencing operation, or concurrently with tracking. This last case is not limited to discrete times
and, therefore, requires unsupervised execution of the calibration procedure, to avoid disrupting normal use of the tracking. Consequently, it is often called autocalibration. We will discuss
calibration procedures for AR in more depth in Chapter 5. In the remainder of this chapter, we
operate on the assumption that devices have been properly calibrated.
Registration in AR refers to the alignment of coordinate systems between virtual and real
objects [Holloway 1997]. Specifically, see-through displays should show computer graphics elements such that they align with real-world objects. This requires tracking of the user’s head or
of the camera providing a video background (or both). Obtaining static registration, when the
user or the camera is not moving, requires calibration of the tracking system so as to establish a
common coordinate system between virtual and real object. Obtaining dynamic registration,
when the user or the camera is moving, requires tracking.

Coordinate Systems
In AR, we usually rely on a standard computer graphics pipeline to produce overlays on the
real world [Robinett et al. 1995]. Independent of the kind of AR display for which frames are
captured, rendered, and composited (see Chapter 2), this pipeline consists of a model transformation, a view transformation, and a projective transformation (Figure 3.2).
Registration implies that the cumulative effect of these transformations must be matched
between the real and the virtual. How we deal with the individual transformations depends on
the configuration of the AR system and the tracking technology. Certain parameters can be calibrated offline, whereas other parameters change on a frame-by-frame basis and need tracking.
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The AR interface keeps him informed of his destination, indicates his progress along the chosen
route, and helps him make the correct turn decisions. The glasses let him see annotations of the
world in front of him, such as the (virtual) blue signpost, which indicates the correct continuation of his path at a branch point. That signpost, which is invisible to anyone not looking
through the user’s AR glasses, is a world-stabilized AR element, because it behaves just like a
physical world object. The user can walk up to (or around) the signpost, which stays stable in
the scene.
This AR system also provides a heads-up display (HUD). It appears as a window in the top left
corner of the user’s AR view. It always stays on the screen as a screen-stabilized AR element.
It can, for example, provide menu options that the user might select at any point in time (via
any kind of interaction mechanism, such as voice commands, a wearable trackpad, or even eye
tracking). Via the menu, the user could, for example, change the preferred route.
Finally, this AR system features body-stabilized AR elements: The three windows at the user’s
knee level could show, for example, an illustration of the correct continuation for this branch
point in the center, a map view with the current trip progress overlaid on the left, and a picture
of the final destination on the right. These three panels move with the user when he is walking;
in other words, they always stay at the same distance and orientation with respect to the user’s
body. However, the user can focus on any of the three panels by just looking at them—his
head-motion is independent of this body-stabilized information. Usually, to implement this
kind of body-stabilized information, the body’s orientation needs to be tracked in addition to
the head pose.

Characteristics of Tracking Technology
In the previous section, we established what to track. In this section, we will examine how to
track. We begin by discussing the characteristics of tracking technologies. Measurement systems used in tracking can employ a variety of physical phenomena and arrangement options.
These choices determine which coordinate systems are being measured, and affect which
temporal and spatial properties the tracking has.

Physical Phenomena
Measurements can exploit electromagnetic radiation (including visible light, infrared light, laser
light, radio signals, and magnetic flux), sound, physical linkage, gravity, and inertia [Meyer et al.
1992] [Rolland et al. 2001] [Welch and Foxlin 2002]. Specialized sensors are available for each of
these physical phenomena.

characteriSticS of tracking technology

Measurement Principle
We can measure signal strength, signal direction, and time of flight (both absolute time and
phase of a periodic signal). Note that time-of-flight measurements require some form of secondary communication channel to confirm clock synchronization between sender and receiver.
Moreover, we can measure electromechanical properties.

Measured Geometric Property
We can measure either distances or angles. This decision influences the mathematical methods we apply to the measurements [Liu et al. 2007]. Trilateration is a geometric method for
determining locations of points from at least three measured distances, while triangulation
determines locations of points from two or more measured angles, assuming at least one
known distance (Figure 3.4). Knowing the position of three or more points of a rigid object also
allows for recovering both the position and the orientation of the object.

Sensor Arrangement
A common approach is to use multiple sensors together in a known rigid geometric configuration, such as a stereo camera rig. Such a configuration can either be sparse, if only a few sensors
are used, or in the form of a dense 2D array, such as a digital camera sensor with millions of
pixels. Sometimes, it is important to arrange three sensors orthogonally to measure vectorvalued quantities, such as acceleration in three fundamental directions. If multiple-sensor
configurations are used, then either we need sensor synchronization to ensure simultaneous
acquisition of measurements, or we need to deal with the fact that measurements from two
sensors are taken at slightly different times. The process of combining multiple sensor inputs to
obtain a more complete or more accurate measurement is referred to as sensor fusion (see the
“Sensor Fusion” section at the end of this chapter).
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Figure 3.4 (left) Trilateration computes the position of a point M from the known distances d1, d 2, d3
to the points P1, P 2, P3 by intersection of three spheres. (right) Triangulation determines the position of a
point M from two angles a1 at P1 and a2 at P 2 and one known distance d12 between P1 and P 2.
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Signal Sources
Sources provide the signal that is picked up by the sensors. Like sensors, sources must be positioned in a known geometric configuration. Sources can be either passive or active.
Passive sources rely on natural signals present in the environment, such as natural light or
the Earth’s magnetic field. When no external source is apparent, such as in inertial sensing, the
signaling method is described as sourceless sensing [Bachmann and McGhee 2003].
Active sources rely on some form of electronics to produce a physical signal. Most types
of active sources, such as acoustic, optical, and certain radiowave sources, require an open
line of sight for the signal to travel to the sensor unperturbed. Active sources can further be
categorized into direct active sources, where the source is mounted on the object of interest,
and indirect active sources, where the object merely reflects the signal from a source located
somewhere else in the environment. In the case of indirect active sources, we must know
the geometric properties of the reflecting points on the object of interest, rather than of the
sources themselves.

Degrees of Freedom
In measuring systems, a degree of freedom (DOF) is an independent dimension of measurement. Registering real and virtual objects in three-dimensional space usually requires determining the pose of objects with six degrees of freedom (6DOF): three degrees of freedom for
position and three degrees of freedom for orientation. For most AR applications, one would
ideally use tracking systems that deliver full 6DOF. However, certain sensors and technologies
deliver only 3DOF orientation (for example, a gyroscope), or only 3DOF position (for example, a
single tracked LED), or just one or two specific degrees of freedom (for example, an odometer).
These technologies can still be attractive for AR because of specific advantages, such as a high
update rate or small form factor. They can be used in combination with other types of sensors
to address all input requirements an AR application may have.

Measurement Coordinates
Tracking measures physical quantities relative to a given coordinate system. The choice of coordinate system depends on the tracking technology, but has significant implications for the way
the data is used in an AR application.

Global versus Local
We distinguish global from local coordinate systems. Local implies a smaller-scale coordinate
system established by the user, possibly employing an ad hoc approach. For example, we may
measure position relative to a corner of the room we are in. Global implies worldwide measurements (or at least very wide area, such as entire-city scale), which is still relative, but with
respect to the entire planet. For example, a compass measures heading relative to the Earth’s
magnetic field.

characteriSticS of tracking technology

A global coordinate system allows for a wider range of operation and, therefore, more freedom
of movement. Moreover, for the purposes of AR, external geo-registered information, such as
data from GIS databases, can be directly used for virtual objects. In contrast, a local coordinate
system, with its smaller scale and dedicated short-distance sensor infrastructure, will likely
deliver better accuracy and precision of measurements. A user may establish a local coordinate
system by placing virtual objects relative to a movable artifact (e.g., a visual tracking marker) in
the user’s immediate environment without requiring input from a geo-registered database.

Absolute versus Relative
We also distinguish absolute from relative measurements. Absolute measurement (e.g., measurement of a moving object’s pose) implies that the reference coordinate system is set in
advance, while relative measurement means that the reference coordinate system is established
dynamically (e.g., relative to a previous pose). An example of relative measurement is incremental sensing. A common pattern for incremental sensors, such as a computer mouse, is that
they report the difference since the last measurement. Despite the mobility afforded by a selfcontained moving sensor, relative measurements are more difficult to exploit in AR, because registration of real and virtual usually is expected to be fixed and not continuously changing. The
need to convert relative to absolute measurements typically has a negative effect on precision.

Spatial Sensor Arrangement
Two fundamental types of spatial arrangements for tracking systems exist: outside-in versus
inside-out (Figure 3.5) [Allen et al. 2001].
Outside-in tracking means that sensors are mounted stationary in the environment and
observe a moving target, such as a head-worn display. Sensors can easily be arranged such that
a proper angle for triangulation is guaranteed, which allows for precise position measurement.
If orientation measurements are obtained by sensing the position of three or more points on
the tracked target, orientation tracking results may not quite be as well conditioned because

Figure 3.5 The distinction between outside-in and inside-out tracking is made based on where the
sources and sensors are placed. In this example, we consider LED beacons as sources and cameras
as sensors. (left) Outside-in tracking uses sensors mounted stationary in the environment. (right)
Inside-out tracking uses sensors mounted to a mobile or body-worn device.
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of the small angular differences from a single sensor in the environment to these points. The
outside-in approach has the advantage that users are mostly unaffected by sensor properties, such as weight or power consumption, and that multiple sensors can be used. However, it
requires an instrumented environment, and it confines the user to a limited workspace. Both of
these limitations are problematic issues for truly mobile AR.
In contrast, inside-out tracking means that sensors move with the tracked object and observe
stationary references in the environment. These references can usually be spaced sufficiently
far apart to allow for precise measurement of orientation, but position measurements are not
quite as well conditioned, especially when tracking across a wide area. Stationary references
do not have to be active sources, or even be placed by the user. In fact, computer vision–based
tracking is often concerned with pose estimation of a moving camera in a completely unprepared environment (see Chapter 4). Moving sensors support mobile AR well and make the user
more independent of any stationary infrastructure. However, the weight, size, and number of
sensors are restricted to the capacity afforded by the mobile setup.

Workspace Coverage
Among the tracking technologies that use local measurements, the range (or working volume)
of the sensor is an important characteristic. While some sensors can cover a maximum distance
of only 1 m (for example, short-range magnetic trackers), others can operate at wide ranges,
covering perhaps a hallway (for example, the 3rdTech HiBall), a hangar, or, as in the case of GPS,
even the entire Earth’s surface. While a larger range is clearly desirable for mobile applications,
a tradeoff between range and accuracy is usually required.
Ideally, users would like to freely roam through an arbitrary large environment, both indoors
and outdoors, and be free of encumbering artifacts, such as tethers for electronic devices.
Tracking systems, however, typically rely on some sort of infrastructure. This infrastructure can
either be composed of active devices, such as outside-in tracking systems, or passive targets,
such as fiducial targets mounted in the environment or carried by the user. If no physical infrastructure is available, at least a digital model of the relevant real objects or the user is needed,
so that a tracking system can detect them. A model of the environment can be constructed in
parallel with tracking, as in the case of simultaneous localization and mapping (see the Section
“Model-Based versus Model-Free Tracking” and Chapter 4).

Measurement Error
Real-world sensors are subject to both systematic and random measurement errors. Systematic
measurement error, such as a static offset, a scale factor error, or a systematic deviation from
ideal measurements because of predictable or measurable influences of the environment
(e.g., ferromagnetic material in the covered area of a magnetic tracker), can be addressed by
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improved calibration efforts. Random measurement error, also called noise or jitter, results from
uncontrolled influences on the sensing system, and is usually assumed to have a Gaussian distribution. Accuracy, precision, and resolution are important error characteristics of any tracking
system.
The accuracy of a measurement is determined by how close the measurement is to the true
value of the quantity being measured. It is affected by systematic errors and, therefore, can be
improved with better calibration techniques, albeit often at a much elevated cost and effort.
Such expense is not always justified in a particular situation or use case.
The precision of a measurement is defined as how closely a number of measurements of the
same quantity agree with each other. Precision varies with the sensor type and with individual
degrees of freedom. The precision is impacted by random measurement error. Random error
can be limited with filtering techniques, but usually at increased computational cost and higher
latency.
The resolution of a sensor is the minimum difference that can be discriminated between two
measurements. For example, a spatial resolution of 0.01 mm in a position tracker means that
the position of a moving probe would be sensed by the tracker in increments of 0.01 mm. (Of
course, to actually see an update rate at such a resolution limit, the probe would have to move
exceedingly slowly.) Because it assumes the absence of static or dynamic errors, resolution is
a theoretical property that is often unachievable in practice. In fact, noise is often much larger
than a given resolution limit, especially for cheap sensors.

Temporal Characteristics
There are two important temporal characteristics of tracking systems: update rate and latency.
The update rate (or temporal resolution) is the number of measurements performed per
given time interval. Latency is the time it takes from the occurrence of a physical event, such
as a motion, to a corresponding data record becoming available to the AR application. Of the
two temporal characteristics, latency is arguably the more critical one for real-time applications such as AR, because it determines more directly how much dynamic error is introduced
on a system level. The human user expects the system to react immediately and without
noticeable delay [Wloka 1995]. Latency will cause virtual objects that should stay registered to
physical objects to lag behind when there is object or camera motion, causing unpleasant and
disturbing effects. A 60-Hz display requires updates within a time interval of less than 17 ms,
which places a tight upper limit on the latency, if target frames must not be missed. Note that
end-to-end latency encompasses not only the physical measurement of the sensor and the
transmission to the host computer, but also all processing required to deliver the AR display to
the end user.
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Stationary Tracking Systems
In the previous section, we saw that there are many choices in the design of a tracking system.
These choices determine the usefulness of a particular tracking system for a given use case. For
example, a tradeoff between performance and cost is often required. Another important tradeoff concerns the size, weight, and power consumption of the tracking system. It is much easier
to build a system that does not have to be portable or mobile. Not surprisingly, then, stationary
tracking systems were the first to become popular for virtual reality applications, emerging in
the 1990s [Meyer et al. 1992] [Rolland et al. 2001]. Mechanical tracking, electromagnetic tracking, and ultrasonic tracking systems, because of their stationary nature, are not very popular
for AR today. Nevertheless, these systems are useful to understand some basic principles of
tracking.

Mechanical Tracking
Mechanical tracking, which is probably the oldest technique, builds on mechanical engineering methods that are very well understood. Usually, the end-effector of an articulated arm with
two to four limbs is tracked (Figure 3.6). This requires knowledge of the extent of every limb
and measurement of the angles at every joint. Joints can have one, two, or three degrees of
freedom in orientation, which are measured using rotary encoders or potentiometers. From
the known length of the limbs and the angular measurements of the joints, a mathematical
formulation of a kinematic chain can be set up to determine the position and orientation of the
end-effector.
This approach delivers high precision and a fast update rate, but the freedom of operation is
severely limited by the mechanical structure. Moreover, most mechanical tracking systems can
provide measurements only for a single point. The measurements may involve position only or
may include both position and orientation. However, movement constraints of the limbs may

Figure 3.6 Example of a mechanical articulated arm using an arrangement of limbs and joints (here:
three each). The angles at the joints are sensed. Such a setup can also provide force feedback.

Stationary tracking SyStemS

prevent the arm from reaching the full range of orientations. Thus, mechanical tracking can be
seen as an outside-in setup with a severely restricted workspace. For AR, it is undesirable to
have the articulated arm in the field of view, where virtual or real objects should be placed.
Mechanical tracking systems are typically found as part of expensive laboratory equipment,
and are generally not appropriate for casual users. In turn, mechanical tracking is rarely used
for AR today. Nevertheless, due to its high precision, mechanical tracking is sometimes used for
calibration or evaluation of other tracking systems.

Electromagnetic Tracking
Electromagnetic tracking uses a stationary source producing three orthogonal magnetic fields
(Figure 3.7). Position and orientation are measured simultaneously from magnetic field strength
and direction using small tethered sensors equipped with three orthogonal coils. Decreasing
field strength with distance and tether length of the sensors typically limit the operating range
to a hemisphere of 1–3 m diameter.
In terms of the direction of signal travel, magnetic tracking can be categorized as an inside-out
approach. However, the relatively small workspace and tethered sensors do not support as much
freedom of operation as other inside-out approaches do. One noteworthy advantage of magnetic tracking is that it does not require an open line of sight; consequently, it can handle occlusions. At the same, it is easily disturbed by ferromagnetic materials and other electromagnetic
disturbances in the vicinity. Overall, magnetic tracking approaches are rarely used for AR today.

Figure 3.7 The Razer Hydra is a short-range magnetic tracking device designed for desktop use.
The 6DOF pose of two handheld joystick controllers is tracked relative to the spherical base.
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Ultrasonic Tracking
Ultrasonic tracking measures the time of flight of a sound pulse traveling from source to sensor. If a separate (wired or infrared) synchronization channel is available, three measurements
are sufficient for trilateration. Otherwise, additional measurements are necessary. Multiple
ultrasonic sensors can pick up a signal simultaneously, but multiple sources must send their
pulses sequentially to avoid interference. This factor, together with the modest speed of sound,
limits the update rate to 10–50 measurements per second, which must be shared for all tracked
objects. Further limitations include the requirement of an open line of sight for clear reception,
susceptibility to disturbances from loud environmental noises, and dependence of the speed of
sound on air temperature.
Both outside-in and inside-out configurations exist. Noteworthy early ultrasonic tracking
systems included the Intersense IS-600 and IS-900 family of devices [Foxlin et al. 1998], which
overcame the relatively slow update rate of ultrasonic transmission through fusion with much
faster inertial sensors. Another well-known outside-in configuration is the Bat system (Figure 3.8) developed by AT&T Research Cambridge [Newman et al. 2001]. With this system, wireless emitters, usually worn around the neck, emit a pulse that is picked up by receivers installed
in the ceiling tiles throughout an office environment. The signals are coded so that the emitters
can uniquely be assigned to a person. Three Bat emitters on a helmet can be combined for full
6DOF head tracking. Bat was the first multiperson wide-area indoor tracking system, but its use
requires an elaborate stationary infrastructure.

Figure 3.8 The AT&T Bat system was an ultrasonic outside-in tracking system. Three Bat emitters
are mounted on a helmet. One emitter in the hand serves as a pointer. Receivers are mounted to
the ceiling, and a time-sharing approach allows tracking over wide areas, such as an entire building.
Courtesy of Joseph Newman.
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to smartphone computations and networked RTK (NRTK) protocols are becoming standardized
[Hwang et al. 2012].
GPS measures position only, and update rates are typically 1, 5, or 10 Hz (updates per second).
More recent consumer chipsets have achieved an update rate of 50 Hz. GPS is popular in current
consumer location-based service applications, but by itself is not fit for high-accuracy tracking, like that required for very precise registration in AR. Recent tests have shown smartphone
GPS accuracy to be 5–10 m in urban canyons, and 0.5–5 m in open areas [Dabove and Petovello
2014]. Even so, its global availability makes it attractive as a constraining complement to other
positioning techniques, such as computer vision (see Chapter 4). On modern smartphones, GPS
is also combined with other sensing techniques, such as inertial sensing and wireless networking signal strength calculations.

Wireless Networks
Existing wireless network infrastructures, such as WiFi, Bluetooth, and mobile phone networks,
can be used to determine one’s position [Hightower and Borriello 2001]. Every base station
offering wireless networking broadcasts a unique identifier (ID), which can be looked up in a
database associating this ID with a position on a map. Mobile phones, which are already able
to communicate in these networks, are commonly fitted with the ability to infer coarse global
position from identified base wireless networks.
The simplest approach to positioning uses only the ID of observed base stations. Improved
results can be obtained by measuring the signal strength of base stations to estimate distances
and apply geometric reasoning based on trilateration. Unfortunately, dedicated tracking base
stations add to the cost of the infrastructure and, consequently, are rarely available. If fewer
than three base stations are visible, the position cannot be fully resolved. Usually the accuracy
will be within several meters at best, even if enough stations are visible. Moreover, coverage of
a certain area may vary due to obstructions by walls and other structural properties.
Better results can be obtained by “fingerprinting” approaches, which require manual mapping of observed signal strength across a workspace. Low-power, low-cost beacons based on
Bluetooth are a possible dedicated infrastructure for indoor positioning—for example, in retail
applications.
The signal strength of broadcasts from mobile communications cell-towers is an alternative
to using WiFi. If a sufficient number of cell-tower signals can be measured, a position can be
determined from trilateration or probability maps. Measurements are coarse, however, and cell
overlap is limited. Assisted GPS (A-GPS) systems use cell-tower identification as a prerequisite
position to accelerate GPS initialization. Given that GPS, WiFi, and cellular radio capabilities
are usually simultaneously available in mobile devices, such systems now commonly combine
information from all three sources for improved coverage, speed, and accuracy of position
measurement [LaMarca et al. 2005] [Sapiezynski et al. 2015]. With several providers (Skyhook,
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Google, Apple, Microsoft, Broadcom, and others worldwide) having long competed to map
the major urban areas around the globe, and a treasure trove of crowd-sourced signal information being potentially available from now billions of mobile device users, tracking accuracy for
smartphones and tablets in the developed regions of the world is remarkably high. Location
measurements, outdoors and indoors, often exceed the average accuracy that GPS receivers can achieve outdoors by themselves (which average 1–10 m, according to Dabove and
Petovello [2014]).

Magnetometer
A magnetometer, or electronic compass, measures the direction of the Earth’s magnetic field
to determine the bearing relative to the magnetic north. It therefore provides global orientation. The measurements are usually made along three axes with 3DOF. Note that the sensor’s
application interface may still deliver the bearing with only a single degree of freedom. Most
miniature magnetometers in mobile devices are based on magnetoresistance, also known as
the Hall effect. Unfortunately, in practice, magnetic measurements are often unreliable, since
they are subject to distortion from local magnetic fields, such as those created by electric
and electronic equipment. Schall et al. [2009] report that distortions of up to 30° can easily be
observed (Figure 3.11).

Gyroscope
An electronic gyroscope is a device for measuring rotational velocity. It measures the Coriolis
force of a small vibrating object, which preserves the plane of vibration as the device rotates
(Figure 3.12). With numerical integration, the orientation can be computed. Three orthogonal
gyroscopes are usually combined in a micro-electromechanical system (MEMS) to deliver a
full 3DOF orientation measurement. Inertial sensors are sourceless, but provide only relative

Figure 3.11 Every modern smartphone contains a magnetometer, but precision of that sensor alone
is often very poor. The image shows the heading error over time as a metallic watch worn on the user’s
right hand comes close to the device. Courtesy of Gerhard Schall.
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Figure 3.12 MEMS gyroscopes measure the out-of-plane motion of a mass vibrating in a plane
orthogonal to the rotation axis.

measurements and so are rarely used alone. They have high update rates, up to 1000 Hz. However, the required integration makes them susceptible to accumulated drift.
Laser gyroscopes or fiber-optic gyroscopes, like those used in aviation, measure angular
acceleration based on interference of light (the Sagnac effect) observed at the end of a looped
fiber-optic coil (Figure 3.13). Devices based on this principle deliver much better accuracy than
mechanical gyroscopes, but laser gyroscopes are still too large and expensive to be used in
consumer AR applications. The only documented use to date is the TOWNWEAR system [Satoh
et al. 2001], a research prototype funded by the Japanese Mixed Reality Systems Laboratory
(see the discussion of this facility in Chapter 1).

Linear Accelerometer
The pendant to gyroscopes for inertial position measurement is the linear accelerometer. Also
built using a MEMS approach, this device allows sourceless estimation of accelerations. Acceleration exerts a force on small mass (Figure 3.14), and the resulting displacement is measured
along each major axis separately. The MEMS sensor measures the change of electric capacity
between a fixed electrode and the moving part, or the piezoresistive effect of bending caused
by the moving part. After subtracting the effects of gravity and integrating twice numerically,
position can be computed from the acceleration measurements.

Rotation
Figure 3.13

Laser gyroscopes based on the Sagnac effect in optical fiber are highly precise.
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Figure 3.14 A one-dimensional linear accelerometer measures the displacement of a small mass
suspended betweenAcceleration
springs as the sensor acclerates.

This principle can be used to determine position relative to a starting point. Because the relative measurement is subject to drift, it is either used only for very short durations, or combined
with a secondary, Mass
absolute position measurement system.
Another common use of accelerometers is to estimate the gravity vector, along which a known
constant acceleration of approximately 9.81 m/s2 occurs, if the device is not moving. Measuring
the direction of gravity with a three-axis accelerometer makes it possible to determine inclination with two degrees of freedom. Together with the bearing from a magnetometer, a full 3DOF
global orientation can be determined with some tolerance.
Pedometers often use accelerometers to count a user’s steps to infer walking distance. This is
done by mounting an accelerometer to the body and analyzing maxima of the measured acceleration over time [Foxlin 2005].

Odometer
An odometer is a device frequently used in mobile robotics or vehicles to incrementally measure the distance traveled over ground. A mechanical or opto-electrical wheel encoder determines the number of turns taken by a wheel on the ground. Multiple encoders allow observing
turns of the device. For example, inexpensive odometers were used in the traditional computer
mouse (Figure 3.15) to observe the rotation of the ball inside the mouse.

Figure 3.15 A mechanical mouse is a well-known example of 2D odometry, computed from
observing the horizontal and vertical motions of a ball on the tracking surface.

optical tracking

Optical Tracking
The sensors discussed in the last section are important because of their mobility. Unfortunately,
their accuracy is usually not sufficient to achieve the high-quality registration required in AR.
By comparison, digital cameras are small, are cheap, and provide very rich sensory input—literally millions of independent pixels are acquired at once. In a video see-through AR display
(discussed in detail in Chapter 2), cameras are already a crucial part of the AR system, but even
when other display technologies are employed, optical tracking is easily one of the most important physical tracking principles used today for AR.
Digital cameras are based on either complementary metal oxide semiconductor (CMOS)
technology or charge-coupled device (CCD) chips. Both measure light intensity observed in
the direction from the camera center to each pixel (Figure 3.16). CMOS sensors are used in most
mobile devices, because they are faster, are cheaper, and consume little power. CCD sensors are
used if optimal image quality is desired—in particular, in professional photography. In addition
to the sensor itself, the lens of the camera plays an important role in determining the characteristics of the camera. Industrial cameras with large lenses provide much better quality than
camera phones with tiny lenses of 1–2 mm diameter. Thus, the type of sensor, the lens, and the
type of shutter (e.g., global shutter, rolling shutter) determine the physical performance of the
camera.
The appeal of optical tracking comes from the fact that even inexpensive cameras provide
very rich measurements. The pixels delivered by a camera can be analyzed with sophisticated
computer vision techniques. Both cameras and computing power for running computer vision
algorithms are important areas of industrial research and product development, leading to
continuous improvements. In particular, the results that can be obtained with computer vision
technique scales with computational performance, often even without improving the camera
system. As a result, Moore’s law predicts improved performance of optical tracking.

Figure 3.16 Modern digital cameras use CCD sensors to determine the intensity of incoming light.
Color is added by using a filter grip with a Bayer pattern.
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In the remainder of this section, we investigate the physical and technical principles of optical
tracking, and consider varying circumstances, such as
■■

If a digital reference model is available for comparison with the camera images, or if
such a digital reference model must be built on the fly (model-free tracking)

■■

If the illumination of the environment can be controlled

■■

If it is acceptible to place artificial fiducials in the environment, or if the environment
must be taken “as is”

■■

How tracked objects can be recognized and discriminated

The actual computer vision techniques used in optical tracking methods are covered in
Chapter 4.

Model-Based versus Model-Free Tracking
Using images obtained from a camera requires comparing these images to some reference model. If such a model is obtained prior to starting the tracking system, we refer to the
approach as model-based tracking. The alternative is called model-free tracking—a name
that is slightly misleading, because a temporary model is actually acquired on the fly during
the tracking. Avoiding the requirement for a premade model increases flexibility. Moreover,
on-the-fly techniques such as simultaneous localization and mapping (SLAM) can combine
3D tracking with 3D scanning. By comparison, model-free tracking can determine the pose only
relative to the starting point, similar to an odometer. With model-free tracking alone, virtual
objects in AR must be placed spontaneously and cannot be pre-registered to the real world.
Recently, systems that combine the advantages of model-based and model-free tracking have
become commercially available—for example, in the Vuforia library.

Illumination
The first aspect of optical tracking to be discussed is the nature of the light. We must distinguish approaches that rely on naturally occurring, passive illumination and those that rely on
active illumination.

Passive Illumination
Passive illumination comprises light sources that are not an integral part of the tracking system.
Passive illumination comes both from natural light sources, in particular the sun, and artificial
light sources, such as ceiling lights. Like humans, conventional cameras see light in the visible
spectrum (380–780 nm) reflected off objects in the environment. Using a conventional digital
camera with passive illumination is the simplest approach to optical tracking in terms of physical setup.

optical tracking

The challenge of optical tracking with passive illumination is to make sure the objects of interest can be detected quickly and reliably in the images. This requires sufficient image contrast,
which, in turn, requires salient visual features in the environment and enough indirect light to
make these features stand out in the image. Indoor optical tracking often suffers from insufficient illumination, even if humans are comfortable seeing in such environments. Digital
cameras with small lenses may simply not be able to pick up enough light for proper image
quality—as anyone who has ever attempted to take a picture of a dim indoor environment with
a camera phone without a flash light may confirm.

Active Illumination
Active illumination overcomes the dependence on external light sources in the environment
by combining the optical sensor with an active source of illumination. Because active illumination in the visible spectrum changes how the user perceives the environment and is therefore
disturbing, a popular approach is to rely on infrared illumination. An infrared light source,
often based on LED spotlights (Figure 3.17), illuminates the scene, but goes unnoticed by a
human observer. LED beacons can be fixed in the environment, but can also be mounted to
target objects, as long as a battery can be included in the device. A camera equipped with an
infrared filter picks up only the infrared light, leading to high-contrast images that can easily
be processed. This approach is not suited for tracking in the presence of strong sunlight, which
contains a significant infrared component.

Structured Light
Structured light goes one step further than active illumination with unstructured light sources
by projecting a known pattern onto a scene. The source of the structured light can be a

Figure 3.17 The tracking systems from Advanced Realtime Tracking use active illumination with
infrared light. LED spotlights are integrated with an image processor on board of a smart camera with
a network interface.
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conventional projector or a laser light source. The observed reflections are picked up by a
camera and used to detect the geometry of the scene and the contained object. In essence,
features in the environment are actively highlighted, if the environment itself is not naturally
discriminative enough. Structured light can operate in both the infrared and visual spectra.
Unlike camera sensors, which measure pixelwise light intensities, laser ranging determines the
time of flight taken by a laser pulse reflected from a surface. This measurement principle allows
for high precision even over large distances, so it is often used in robotics and surveying. In
its simplest form, only a single distance is measured. Such single-point laser range finders are
handheld devices, which must be manually aimed. These are used, for example, in the construction industry to replace measuring tape.
With the addition of a rotating mirror, the laser can be steered in either one or two dimensions—
a configuration sometimes called a laser scanner. One-dimensional laser scanners are frequently mounted on mobile robots as input for autonomous navigation, while stationary
two-dimensional laser scanners delivering range images are used for 3D object reconstruction.
Longer-range laser sensing, also called LIDAR (blend of “light” and “radar”), is mostly used in
surveying applications.
Inexpensive range image sensors have recently become popular for tracking natural human
motions in video games. The most prominent example is the Microsoft Kinect (Figure 3.18). The
first-generation Kinect used a structured light pattern projected with an infrared laser, while
the second-generation Kinect uses a time-of-flight camera. The range image sensors are rigidly

Figure 3.18 (top) The Microsoft Kinect V1 is an RGB-D camera intended for controlling XBox games
using gesture recognition. (bottom left) Its RGB camera delivers a conventional color image. (bottom
middle) A laser projector casts an invisible infrared dot pattern on the scene. (bottom right) The depth
sensor uses an infrared camera to observe the dot pattern and computes a depth map from it. Here
the depth map is shown with color coding from red = near to blue = far.

optical tracking

combined with a conventional camera into a single device, called the RGB-D camera (the “D”
stands for depth). This class of devices is very appealing for AR, because the devices deliver
images and geometric information about the scene, already registered. The RGB-D cameras are
now small enough to fit on mobile devices, although power consumption is still a concern for
mobile use.

Markers versus Natural Features
Similarly to the distinction between passive and active illumination, we classify tracking targets
into those with natural features and those with artificial features. The latter type is often called
a marker or fiducial. Ideally, we would not need to instrument an environment before experiencing AR in it, but instrumentation makes it possible to use simpler and potentially more
robust tracking algorithms. If no markers are used, and we track the natural environment, the
approach is described as natural feature tracking. Both markers and natural features can be used
for model-based tracking. With the markers approach, the digital model exists first (generated for ease of distinction and recognition), and a physical object (e.g., a cardboard marker) is
manufactured to match it. With the natural features approach, the physical object exists first,
and a scanner is used to obtain a digital model to match it. In many cases, the same camera is
used first for scanning the environment and later for continuous optical tracking.

Markers
As we have previously noted, optical tracking requires sufficient image contrast to interpret
the images. Depending on the circumstances, the surface properties of the target objects
may not be sufficient to reliably identify features of the target objects. First, objects may be
uniformly colored with little or no texture, such as a white wall, so that images do not contain
any identifiable features. Second, objects may have a high specularity, so that their appearance
is extremely unstable when moved relative to a camera. Third, objects may have repetitive
textures, such as a plaid tablecloth or a facade with identical windows, so that a detail image of
the object is ambiguous with respect to where exactly on the object the image was taken.
Such situations, which are difficult to interpret, can be circumvented by using markers (Figure 3.19). Markers are known patterns placed on the surfaces of target objects or known trackable shapes attached to the target objects. The markers are designed to make detecting their
appearance in the image as easy and reliable as possible. This goal is addressed by choosing
shapes that have optimal contrast and are easily detected.
The most successful marker designs are circular [Hoff et al. 1996] [State et al. 1996] [Foxlin and
Naimark 2003] or square shapes [Rekimoto 1998] [Kato and Billinghurst 1999] [Wagner et al.
2008a] [Fiala 2010]. Circular shapes project onto an ellipsoid in the image, while squares project
onto a general quadrilateral. Both shapes can easily be detected in the images (Figure 3.20). Circular shapes yield only a single centroid point, while squares yield four corner points. Recovering a full 6DOF pose requires a theoretical minimum of three points. A fourth point is required
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Figure 3.19 Square and circular markers are the most popular marker designs. A large variety
of designs have been proposed. Most rely on easily manufactured black-and-white designs and
discriminate markers by embedded patterns or barcodes. Courtesy of Daniel Wagner.

Figure 3.20 Markers are easy to detect and were the first optical tracking technology that reached
a larger audience. (left) Studierstube tracker running on a Windows CE device, circa 2004. Courtesy
of Daniel Wagner. (right) University of North Carolina–Chapel Hill system with colored circular fiducials,
circa 1996. Courtesy of Andrei State, University of North Carolina–Chapel Hill.

in practical implementations to obtain a unique solution. This requirement implies that circular
shapes must always be used in groups with a known configuration, while a single square suffices for detection. However, all four corners of the square must be properly identified. Identification is facilitated by adding a rotation-invariant pattern inside the circular or square shape to
discriminate multiple markers and establish marker orientation.

optical tracking

While printed markers can be glued to flat object surfaces, other marker designs involve
spheres attached to target objects in a rigid configuration. Spheres have the advantage that
they always project to a disc shape in the image, independent of the vantage point. Consequently, spherical targets are popular for tracking agile objects that will frequently change
orientation with respect to the camera—in particular, for tracking humans or human-centric
devices, such as wands or shutter glasses. Because a single spherical marker identifies only a
single point, at least three such markers are required. Unfortunately, the sphere design does not
accommodate the use of a barcode or other stand-alone attribute for identification. Therefore, the distances among a group of three to five spheres are used for unique identification
(Figure 3.21). This is a rather weak criterion, and multiple groups must be significantly different
in shape to avoid ambiguities.
Markers are often designed as black-and-white shapes, because such a design provides good
contrast and is independent of how the camera handles color internally. Moreover, such
markers can be easily manufactured with an office printer. Printing on glossy paper should
be avoided, however, because it produces disturbing specular reflections at grazing viewing
angles. After applying binary thresholding to the image, a search for a black-on-white closed
contour shape suffices to identify candidate markers.
Alternatively, retro-reflective foil can be used to manufacture markers. This material, which
is well known from its use in safety clothing, casts a large fraction of the light directly back to
the incoming direction. When the main source of illumination is a spotlight placed close to the
camera, often presented as a ring around the camera, the retro-reflective foil will produce highcontrast images.

Figure 3.21 Passive infrared targets, such as the “antlers”’ attached to the stereoscopic shutter
glasses here, consist of four or more (here: five) retroreflective spheres.
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A popular approach is to manufacture spherical markers covered with retro-reflective foil
and use them with infrared illumination. This results in images with very high-contrast blobs,
which are reliably detectable. Flat marker designs using retro-reflective material have also been
demonstrated.

Natural Features
If we do not wish or are not able to place markers on target objects, we resort to tracking from
naturally occurring features. Natural feature tracking typically requires better image quality
and more computational resources, and has only recently become popular.
The most frequently used natural features are so-called interest points or keypoints, which
are salient point features on a target object (Figure 3.22). Interest points must be easily found,
and their location on the object should remain stable under a changing vantage point. In practice, the use of interest points requires a sufficiently dense and irregular surface texture.
Objects that do not possess much texture, such as non-ornamented facades or some industrial
objects, can be tracked using edge features, assuming that their outline is easily observable.
However, a single edge hardly allows a unique identification without additional knowledge,
and multiple edges must be jointly interpreted for reliable target detection (Figure 3.23).
Besides local features, such as interest points and edge features, we can also compare the
camera image using whole-image alignment to keyframes taken at specific vantage points.
Unfortunately, this approach is difficult to scale to larger environments.

Figure 3.22 SIFT interest points detected in an outdoor scene. The size of the circle is an estimate of
the interest point’s “scale.” Courtesy of Martin Hirzer.

optical tracking

Figure 3.23 The Going Out system from Cambridge University tracks samples along strong edges in
the image and compares them to a known model of the outdoor scene. Courtesy of Gerhard Reitmayr
and Tom Drummond.

The ability to track target objects without preparing them first clearly offers advantages, which
will surely cause natural feature tracking to supersede marker tracking in the long run. Nevertheless, one should bear in mind that an intrinsic step of optical tracking is the comparison
of image features to a given digital reference model. While the reference model of a marker
is given by design, the reference model of a natural target object needs to be obtained from
other sources. For human-made objects, computer-aided design (CAD) models may sometimes
be available.
If not, it is necessary to obtain a reference model through a separate acquisition step, such as
3D scanning. Such a scanning step is not end-user friendly and represents a major bottleneck
in natural feature tracking. Acquisition of small target objects can be hidden from the user
to some degree by integrating this operation in the tracking initialization step [Mulloni et al.
2013]. By comparison, acquiring larger models, such as an entire room or even an entire city, will
require labor-intensive preprocessing.

Target Identification
If we desire to track multiple objects or track a mobile user in a wide area, identification of targets becomes a major issue of optical tracking. Detecting the right feature or target becomes a
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second objective, after the accurate measurement of 3D points from images. Clearly, we would
like to distinguish as many target objects as possible, but a tradeoff must be made between the
number of objects that can be identified and the reliability of the identification. Supporting a
larger set of objects necessarily means their appearance will become more similar and can be
more easily confused. Higher image resolution can improve this situation, but only if it actually leads to improved image quality. In this section, we consider how this tradeoff affects the
design of optical tracking systems.

Marker Target Identification
Barcodes embedded in marker designs have a clear information payload, expressed in the
number of bits encoded in the barcode. Typical square markers with a 2D barcode composed of
a 6 × 6 grid, such as ARTag (see Figure 3.19), have a raw information storage capacity of 36 bits.
Two bits are required to determine a unique orientation of the pattern. The remaining 34 bits
must be split between the actual ID and redundant error correction information. Typical configurations use between 6 and 12 bits for the ID, allowing for a few thousand unique markers.
Increasing the grid resolution, and therefore the raw information capacity, negatively affects
the chance of successfully extracting a valid barcode from an image. Increasing the number of
bits used for the ID reduces the error correction capabilities and increases the chance of confusing barcodes. This puts a practical upper limit on the number of markers.
The number of targets composed of spherical markers that can be reliably distinguished by the
sphere distances is much smaller. Typically, assemblies of five spheres are used, which provides some tolerance in case at least one sphere is occluded. However, the distances between
spheres must differ by a minimum amount, while the size of the sphere target cannot become
too large. In practice, this limits the number of simultaneous targets.
Tracking in wide areas typically means establishing the camera pose of a mobile device relative
to a stationary environment. This problem can be interpreted as the tracking of a single, very
large target. Because we assume a complete digital model of the large target and all its unique
features is available, we need to observe only enough features to determine the pose relative to
these features.
This consideration has prompted the design of marker tapestries (Figure 3.24), such as those in
the form of large posters with printed markers, or individual fiducials stuck to ceiling tiles [Foxlin and Naimark 2003]. Marker systems that can distinguish only few markers can rely on spatial
subdivision to cover larger areas [Kalkusch et al. 2002]. In this scheme, a different model is used
in every section—for example, every room—and markers can be reused.
If active illumination is permitted, one can use pulsed LEDs to essentially encode a binary code
in the temporal domain. The code can either consist of self-contained pulses for individual LEDs
[Matsushita et al. 2003], or multiple LEDs can be pulsed sequentially. With careful time synchronization and high update rates, sequential pulsing allows covering large areas. For example, the
HiBall system [Welch et al. 2001] uses a single LED per ceiling tile to cover areas of hundreds of

optical tracking

Figure 3.24 Wide-area tracking can be realized by instrumenting an area with fiducials on the wall, if
visual pollution is not a concern.

Figure 3.25 The HiBall uses directional optical sensors to detect periodic flashing of LED beacons
mounted to the ceiling. Courtesy of Greg Welch, University of North Carolina–Chapel Hill.

square meters (Figure 3.25). Another form of time-varying active illumination can be realized by
showing patterns on a conventional screen [Woo et al. 2012].

Natural Feature Target Identification
Natural feature point recognition can scale to hundreds of thousands or even millions of feature
points. At this massive scale (e.g., when a feature point database of an entire city is built), an
individual feature point recognition in a query image is not discriminative enough for reliable
identification of a location. Instead, the co-occurrence of feature points in an image becomes
essential.
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Figure 3.26 Feature matching allows the system to identify known interest points from a tracking
model in a new view of the scene. From a sufficient number of correct point associations, a scene can
be identified and the current camera pose can be determined. Courtesy of Martin Hirzer.

We can know with sufficient probability that a feature has been matched only if a certain number of features from points that are known to be close in the real world appear together in an
image (Figure 3.26). Tens or hundreds of feature point candidates extracted from a single image
are matched with the massive feature point database. Robust statistical techniques are used to
exclude spurious matches and determine the most likely matches among the inliers.
Unfortunately, both the success rate and the accuracy of tracking does not hold up when operating in wide areas. First, in a large environment, the number of failed or incorrect identification attempts will be larger. Second, the precision with which the feature points are measured
relative to the world coordinates depends on the spatial extent of the environment and other
parameters. As a result, successful matching of feature points will not automatically lead to a
highly precise pose.
Chapter 4 discusses the fundamental computer vision methods behind marker-based and
markerless tracking.

SenSor fuSion

Sensor Fusion
A typical mobile device has multiple sensors: at least one camera plus GPS, inertial sensors,
and a compass. Given that individual tracking technologies—optical and non-optical—have
distinct advantages and disadvantages, the best results are obtained when tracking makes use
of the input provided by all available sensors. An obvious way to improve upon single-sensor
tracking is to use multiple types of sensors simultaneously. On the one hand, such a combination of sensors in a hybrid tracking system increases the weight, cost, and power consumption
of the resulting system, and requires additional calibration effort for the registration of the
sensors with respect to one another. On the other hand, it provides for a superior overall system
performance, which overcomes individual limitations.
In signal processing and robotics, the combination of multiple sensors is often called sensor fusion. This approach requires both sensor fusion algorithms and a software architecture
to support multiple sensors. A useful categorization of sensor fusion has been proposed by
Durrant-Whyte [1988]. Pustka et al. [2011] describe how multiple sensors can be dynamically
combined in real-time applications. To date, many successful examples of sensor fusion for AR
tracking have been demonstrated [Foxlin 1996] [You and Neumann 2001] [Klein and Drummond 2004] [Bleser and Stricker 2008].

Complementary Sensor Fusion
Complementary sensor fusion occurs when multiple sensors supply different degrees of
freedom. No interaction between the sensors is necessary, other than combining the resulting
data. Of course, this combination can still be nontrivial, if the sensors are not synchronized and
use different individual update rates. Such a situation requires at least some form of temporal
interpolation or extrapolation.
The most common use of complementary sensor fusion is to combine a position-only sensor
with an orientation-only sensor to yield full 6DOF. For example, in a modern mobile phone, GPS
delivers position information, while the compass and accelerometer deliver orientation data.
Several types of sensors, which consist of multiple 1DOF sensor components, can also be seen
as instances of complementary sensor fusion. For example, gyroscopes, accelerometers, and
magnetic sensors are composed of three orthogonal sensors.

Competitive Sensor Fusion
Competitive sensor fusion combines the data from different sensor types measuring the same
degree of freedom independently. The individual measurements are combined into a measurement of superior quality using some form of mathematical fusion.
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Redundant sensor fusion is a simple variant of competitive sensor fusion. When the primary
sensor is delivering measurements, secondary sensors are ignored. Only when the operation of a
primary sensor is not possible does a secondary sensor take over. For example, poor or intermittent GPS reception can be complemented by an odometer in a car and by a pedometer worn
by a pedestrian. Hallaway and colleagues [2004] describe a wide-area indoor tracking system
switching between a high-quality but limited-range ultrasonic tracker (InterSense IS-600) and a
combination of an inertial orientation sensor, a pedometer, and an infrared beacon system.
The main use of competitive sensor fusion derives from the combination of information gained
simultaneously from multiple sensors with different characteristics. Because multiple sensors
usually have independent update rates and deliver new measurements in an irregular, interleaved fashion, a statistical state model is established and then updated whenever new measurements become available. This statistical fusion approach can also accommodate different
sensor characteristics, such as different degrees of freedom and combinations of absolute and
relative measurements [Allen et al. 2001]. The most frequently used approaches for statistical
sensor fusion are the extended Kalman filter [Welch and Bishop 2001] for cases where a single
state model with the right parameters suffices, the unscented Kalman filter [Julier and Uhlman
2004], which can give better results when the state transitions and observation models are
highly non-linear, and the particle filter, for cases where multiple “particles” representing possible states of the model must be maintained simultaneously [Doucet et al. 2001].
Statistical sensor fusion is a good approach for combining slow and fast sensors, and absolute and relative sensors. An example of the latter is an inertial measurement unit (IMU) for
orientation measurement. A full IMU configuration consists of three orthogonal magnetometer,
gyroscope, and accelerometer units each (although configurations with fewer sensors are possible). With a Kalman filter, the drift of orientation measurements from the gyroscopes can be
stabilized using the other sensors.
An IMU can also be used in combination with slower, more accurate sensors. Such possibilities
include combinations of IMU and acoustic tracking [Foxlin et al. 1998] , combinations of IMU
and optical tracking [Ribo et al. 2002] [Foxlin et al. 2004] [Bleser and Stricker 2008], and the
addition of GPS for outdoor use [Schall et al. 2009] [Oskiper et al. 2012].

Cooperative Sensor Fusion
In cooperative sensor fusion, a primary sensor relies on information from a secondary sensor
to obtain its measurements. For example, most modern phones contain assisted GPS (A-GPS),
which speeds up the initialization of GPS measurements by deriving a position constraint from
the ID of the cell-tower to which the phone has established a radio link. Likewise, GPS and compass technologies [Arth et al. 2012] or accelerometers [Kurz and BenHimane 2011] may be used as
an index into a database of natural features, so that feature matching has a higher success rate.
In a more general sense, cooperative sensor fusion can be described as any measurement of
a property that cannot be derived from either sensor alone. For example, stereo camera rigs
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Figure 3.27 The PointGrey Ladybug (here model 3 1394b) is a multi-camera device for
omnidirectional imaging. It consists of six cameras, cooperatively imaging a field of view of 360º.

used in optical tracking can be seen as performing cooperative sensor fusion, since their known
epipolar geometry allows converting two 2D measurements to a single 3D measurement.
Similarly, the joint filtering of the images delivered by the RGB and depth sensor components of
an RGB-D sensor [Richardt et al. 2012] allows largely noise-free upsampling of the depth image
to a higher resolution.
A similar argument can be used for non-overlapping multi-camera setups. For example, the
PointGrey Ladybug camera (Figure 3.27) delivers a panoramic image from six overlapping camera
elements, each covering a wide field of view. An object overlapping multiple sectors will likely
require detection of features in multiple sub-images, which must be interpreted as a whole.
Another flavor of cooperative sensor fusion is the combination of inside-out and outside-in
tracking—that is, a mobile sensor and a stationary sensor. Together, the two sensors allow the
recovery of the pose of a target object observed by the mobile sensor in the external coordinate system of the stationary sensor, even though both the target object and the mobile sensor
are moving at the same time. The stationary sensor determines the motion of the mobile sensor system and concatenates the result with the motion of the target object as determined by
the mobile sensor. This kind of configuration can even allow a tracking system to “look around
corners” and track target objects that are occluded from the stationary sensor’s location.
For example, Auer and Pinz [1999] discuss a combination of magnetic and infrared sensing.
Foxlin et al. [2004] use a combination of stationary and helmet-mounted cameras as well as an
IMU. Klein and Drummond [2004] track with a combination of stationary infrared cameras and
a normal camera on a tablet computer. This principle can be extended to two or more mobile
tracking systems, which mutually track one another (Figure 3.28) for collaborative applications
[Ledermann et al. 2002]. Joint tracking from a stationary Kinect and multiple mobile phones
was more recently presented by Yii et al. [2012].
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Figure 3.28 (top) Tracking around the corner. Camera C1 tracks objects A and B, while camera
C 2 can see only A. By fusing all available tracking information, the pose of B relative to C 2 can be
determined. (bottom) The left marker cannot be tracked using the shown image because its surface
is turned away from the camera. However, with the help of a second camera, an augmentation (blue
cube) can be successfully placed at the marker’s position. Courtesy of Florian Ledermann.

Summary
In this chapter, we surveyed tracking technologies, primarily according to the physical principles
of the underlying sensors. We discussed important classification criteria of tracking technologies, such as physical principles, degrees of freedom, and spatial and temporal characteristics.
These characteristics impose tradeoffs on the size, mobility, price, and performance of tracking
systems. Stationary systems do not have to consider weight or power consumption constraints
and can deploy a permanent infrastructure. They do not support a roaming user, however, and
are often not desirable for AR. Mobile sensors such as GPS or IMU are ubiquitously available
in mobile form factors, but have insufficient performance characteristics to fully support AR.
Optical tracking based on digital cameras, therefore, is the most promising technology for AR,
if sufficient computational performance for computer vision algorithms is available. In addition,
combining optical and non-optical sensors using sensor fusion can greatly enhance the robustness and versatility of mobile tracking. In the next chapter, we review and explore the most
relevant computer vision techniques underlying optical tracking approaches in more detail.

